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Pipelined Parallelism: Dependencies

Given the following program:
for i =0 TOm

for j =0 ton
X[3+1]1=( +X[J+1]1+X[+2])/3

It has the following dependencies:

Due to the red dependence edge pointing backwards in the j axes,
the loop is not fully permutable.



Pipelined Parallelism: Skewing

If we skew iteration (/,;) to iteration (i',j") = (i,i +j), then we
get the following program:

for i' =0 TOm
for j' =i’ to i'+n
X[j'-i'+1]
=( X[/ -i’+1]+X[§’ -i'42])/3

And the dependence edges would look like this:

il

jl

Since none of the dependence edges point backwards in either
axes, the loop is fully permutable.



Pipelined Parallelism: Code Generation

We have r = 2 independent legal outermost loops:

for i = 0 to m:
for j = 1 to i+n:
X[j-i+1] = (X[j-i] + X[j-i+1] + X[j-i+2]1) / 3

» We can parallelize r — 1 outermost loops, and execute the
innermost loop sequentially.

» Add a synchronization variable t[ps,..., p,—1] to indicate
which iteration of the innermost loop the processor with id
(p1,...,Ppr—1) has executed.

The generated code looks something like this:

for p = 0 to m: # in parallel
for j = p to p+n:
if p == 0 or WAIT(t[p-1]) >= j:
X[j-p+1]l = (X[j-pl + X[j-p+1] + X[j-p+2]) / 3
tlp]l += 1



Pipelined Parallelism: General Steps

» Draw the data dependence edges between different iterations.

> Skew the iterations so that none of the dependencies point
backwards in any axis. This results in r independent legal
outermost loops.

» Add a synchronization variable t[p1, ..., p,—1], and each
iteration waits for processor

(p1_17 P2, Pr—1)7 (p17 p2_]-7 s 7Pr—1)7 sy (plv P2, Pr—l_l)

before executing.



Blocking: Stripmining and Permutation

Given a program:

for (int i = 0; i < n; i++)
for (int j = 0; j < m; j++)

// some code here

We can always stripmine a loop:

for (int ii

0;
for (int i

ii < n; ii += B)

ii; i < min(n, ii+B); i++)
for (int j = 0; j < n; j++)

// some code here



Blocking: Stripmining and Permutation

If the / and j loops of the following program are permutable
for (int ii = 0; ii < mn; ii += B)
for (int i = ii; i < min(n, ii+B); i++)
for (int j = 0; j < n; j++)
// some code here

Then you can move the stripmined / loop inward to perform
blocking:
for (int ii = 0; ii < n; ii += B)

for (int j = 0; j < mn; j++)

for (int i = ii; i < min(n, ii+B); i++)

// some code here



Blocking: Benefits

Some benefits of blocking include:
» Reduce communication
» Bring data reuses closer together (locality)

» Create parallelism in the innermost loop (for SIMD or ILP)



Blocking: Reducing Communication

We perform blocking on SOR to get the following program:
for (int ii = 1; ii < n; ii += B)
for (int jj = 1; jj < mn; jj += B)
for (int i = ii; i < min(n, ii + B); i++)
for (int j = jj; j < min(n, jj + B); j++)
Ali,j] c *x (A[i-1,j]1 + A[i,j-11);

This reduces communication to only the boundaries of the block:




Blocking: Increasing Locality

If we perform blocking for matrix multiplication on the / and j
loops, we will get the following effect:

Data
1000 Accessed

1000 1000

000 1002000

32 1000 32

1000 65024




SSA: Dominance Frontier

A block F is in the dominance frontier of B, denoted DF(B), if:
» F is not strictly dominated by B.
» One of F's predecessors is dominated by B.

Equivalently, for each B:

P [terate through all blocks P dominated by B:
» |terate through each successor F of P:
» If F = B or F is not dominated by B, then F € DF(B).



SSA: Dominance Frontier

For each B:
P lterate through all blocks P
dominated by B:

P |terate through each successor F
of P:

» If F=BorF is not
dominated by B, then
F € DF(B).
The dominance frontier for the CFG on
the right is the following:

B By B, Bs Bs
DF(B) | @ | {B} | {Bs} | {Bs}

B Bs Bs B; Bg
DF(B) | {57 {B7} | {Bs {B2}

?

B4: print(X)
B6: X=X+6

| B7: prin(X) |

B8: print(X)

BS: print(X)

| B3: prin(X) |




SSA: Placing ¢ Nodes

The dominance frontier for the CFG on
the right is the following:

B B: B> Bs By entry
DF(B) | @ | {B:} | {Bs} | {Bs
B Bs Beg By Bg
DF(B) | {57 {B7} | {Bs {B2}

B4: print(X)
B6: X=X+6

| B7: prin(X) |

B8: print(X)

BS: print(X)

| B3: prin(X) |




SSA: Placing ¢ Nodes
The dominance frontier for the CFG on
the right is the following:

B By B> Bs By
DF(B) | @ | {B2} | {Bs} | {Bs}

Bs Bs By Bg
{B7 {Bs {B2

B
DF(B) | {By

B2: X =¢(...)
B2: X=X+2

BS: print(X)

B3: print(X) B7: print(X)

B8: print(X)




SSA: Placing ¢ Nodes

The dominance frontier for the CFG on
the right is the following:

B By B> Bs By
DF(B) | @ | {B2} | {Bs} | {Bs}

B Bs Bs B Bs
DF(B) | {Br} | {B7} | {Bs} | {B>}

. B7: X = ¢(...
B8: X = ¢(...)
B8: print(X)




SSA: Reaching Definitions

The only remaining things are:

» Run reaching definitions to see

what definitions reach each use and
¢-node.

P Reassign new variable names to
each definitions.

B2: X4 = §(X1, X6)
B2:X2=X4+2

B4: print(X2)

| BS: print(X2) | | B6: X3=X2+6

BT: X5 = §(X2, X3)
B: print(X5)

B8: X6 = $(X2, X3)
BS: prini(X6)

B3: prini(X2)




SMT: Convert to SSA

Given a particular program: We convert to SSA first:
if (1 > 0) { pl =1i > 0;

a = 2; al = 2;

b = 3; bl = 3;
} else { a2 = 3;

a = 3; b2 = 2;

b = 2; a3 = pl 7 al : a2;
} b3 = pl 7 bl : b2;
c = a + b; cl = a3 + b3;

assert(c == 5); assert(cl == 5);



SMT: Convert to SSA

Convert the SSA program:

pl i> 0;
al 2;

bl 3;

a2 3;

b2 2;

a3 = pl 7
b3 = pl 7
cl a3 +
assert(cl

al : a2;
bl : b2;
b3;

== 5);

Into an SMT formula:

<p1:i>0

a; =2
b1:3
3223
by =2

(p1 = a3z = al) VAN (ﬁpl = a3z = 82)/\
(pl = b3 = bl) A (ﬂpl = b3 = bg)/\

= a3+ b3>/\
~(a =5)

and check if it is not satisfiable.



